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1 Purpose

The purpose of this document is to define the basic notions of IP Subscriber Sessions and IP Flow classifiers, along with the IP session authentication and management means as applicable to a broadband access environment. This will allow network operators to provide a more diversified set of IP services, whilst having the network tools to control and account for them
The document formulates basic network element requirements for so as to ensure the overall functional solution and vendor interoperability.

2 Scope

This document presents a description of the basic concepts of an IP session and IP Session grouping. The IP session description covers a cycle consisting of:

· IP Session Detection and creation

· Application of IP Session Policies
· IP Session Termination

The Session Policy decisions follow recognized events and are aimed at accomplishing one or more of the following: 

· Session Authentication, Authorization and Accounting.

· Session grouping

· Session Monitoring

· Change of policies including push, eg Change of Authorization, and pull, eg Radius AAA, methods.

· IP Flow definition

· IP Traffic policies
In order to accomplish session authentication for IP sessions, use scenario models are derived along with the protocol mechanisms required for authentication a subscriber or peer identity. The necessary target protocol extensions, if any and the mechanisms are identified and described. 

The means of creating IP flows or sessions through application layer, eg SIP, and/or other application layer protocols is considered outside the scope.

The concept of an IP traffic policy using an IP flow classifier within an IP or PPP session, or both, is presented. This concept allows policy based handling of a subset of the IP traffic observed in the subscriber session following classification of such traffic. The IP flow traffic classifier is limited to those spanning the IP network and transport protocol stack layers. Traffic classification methods at higher layers of the protocol stack are not in the scope of this document, however the concepts presented can be extended to include such methods. 

The document re-uses functional notions introduced in the TR-59 and WT-101 architectures for the purpose of allowing IP session deployment on the BNG node in these architectures. However, the concepts and requirements presented in this document are not intended to be tied exclusively to these architectures but rather be applicable to any access and aggregation architecture where IP sessions are intended to be used for delivery of subscriber services, provided that such architecture includes an IP subscriber aggregation node. In particular the methods are aimed at supporting IP sessions on IP network elements connected to the subscriber either by Layer 2 or Layer 3 transport network. 
The document also acknowledges the existence of a policy and application framework addressing policy coordination. This document provides a set of recommendations that an element interface protocol or API should fulfill for supporting IP sessions the IP Flows scoped by those sessions, along with their policies, and interactions with a policy system. The document does not attempt to define the interface protocol or API itself, but rather present the information that is to be expected to be conveyed across such an interface and possible protocol mapping.
Broadband DSL networks as intended by TR-59 and TR-101 may have a routed RG or a bridged RG. In general the routed RG or host reached via a bridged RG has no notion of an IP session as described in this document. The RG or host is expected to be operating with a set of standard protocols like IP and DHCP. Any additional standard protocol requirements that may be required to be implemented on the RG supporting or enhancing IP session functionality will be outlined as such, with the full specification of the RG being outside the scope of this document.  

2.1 Definitions

Session

A Session is a logical construct intended to represent a network service rendered to a user device end-point as viewed at the Service Provider network edge device. Sessions are associated to data and control plane policies, and provide the inputs into such policies. Sessions are created and removed dynamically with the beginning of the session defined as the point where service is first requested, and the end of the session defined as the point where service is ended.  A user may have multiple sessions in series or in parallel if the edge device supports that.

IP Session

An IP session is a session for which the data plane classifier is composed of at a minimum an IP source and destination address classifiers, including wildcards. These classifiers may be augmented by additional Layer1, Layer 2 parameters when appropriate.
IP Flow

An IP Flow is defined by a 5-tuple IP parameter traffic classifier. An IP Flow forms the classification element of a traffic policy that is applied to a Session. 
IP Edge device

A service provider controlled device capable of hosting an IP session. This is a BNG in the context of TR-101 and a BRAS in that of TR-59.
Accounting Record

An accounting record represents a summary of information collected by the session construct. A network edge device may create an accounting record, according to its accounting policy, at session start, stop and at interim intervals during the existence of the session. Each accounting record contains an identifier that uniquely matches it to the session for which it is generated.

2.2 Abbreviations and Terminology
This Working Text defines the following abbreviations:

BNG
Broadband Network Gateway
AN
Access Node

AAA
Authentication Authorization Answer

DHCP
Dynamic Host Configuration Protocol

NAT
Network Address Translation

PDF
Policy Decision Function

PPP
Point-to-Point Protocol

2.3 Conventions

In this document, several words are used to signify the requirements of the specification. These words are often capitalized.

MUST
This word, or the adjective “REQUIRED”, means that the definition is an absolute requirement of the specification.

MUST NOT
This phrase means that the definition is an absolute prohibition of the specification.

SHOULD
This word, or the adjective “RECOMMENDED”, means that there may exist valid reasons in particular circumstances to ignore this item, but the full implications must be understood and carefully weighted before choosing a different course.

MAY
This word, or the adjective “OPTIONAL”, means that this item is one of an allowed set of alternatives. An implementation that does not include this option MUST be prepared to inter-operate with another implementation that does include the option.

3 References

The following DSL Forum Technical Reports and other references contain provisions, which, through reference in this text, constitute provisions of this Technical Report. At the time of publication, the editions indicated were valid. All Technical Reports and other references are subject to revision; users of this Technical Report are therefore encouraged to investigate the possibility of applying the most recent edition of the Technical Report and other references listed below:

DSL Forum TR-92

DSL Forum TR-101

A list of the currently valid DSL Forum Technical Reports is published at www.dslforum.org.

4 Introduction
Members of the service provider community have shown significant interest in migrating from a pure PPP access environment towards one with IP subscriber sessions for delivery of all IP broadband services such as voice, video and high speed internet over a common data transport protocol. A number of factors are driving the interest for such a transition. For one, operators see a potential in simplifying their operational/user support complexity, as well as harmonizing network element functionality around the IP protocol. Operators running multiple access networks also view IP service delivery as the key lowest common denominator towards delivering common services in a converged network, where the PPP would be specific only to PSTN dial and DSL access segments. Given these motivations, the ability to transition to an IP user service delivery model suggests the adoption of a subscriber IP session construct in order to allow the service provider to handle each subscriber according to their individual service contract. Such a construct should also address the needs of those members of the SP community that will continue to rely on PPP access but would like to introduce more advanced handling for a subset of a subscribers’ session IP traffic. This could be potentially done in order to realize different traffic filtering or accounting schemes based on a subscribers network service profile and is addressed in this document through the concept of traffic policies using IP Flow classifiers within the context of a session.
Within the DSL Forum work, subscriber sessions already constitute one of the key abstraction elements for the delivery of voice, video, data services. The fundamental subscriber session type considered thus far has been that of PPP and its various guises like PPPoE, oA, etc. This document describes the notion and life-cycle of IP sessions that are extremely useful to manage policy and accounting for connections related to a subscriber. 

5 Generic Sessions, IP Sessions and IP Flows
The generic concept of a session is used to represent all traffic that is associated with a given subscriber, irrespective of access type or technology. Sessions, once created, for all intents and purposes act like a dedicated network-edge to user interface and provisioning context for subscriber policy which is agnostic of the user access method, be it dial-up, xDSL, etc, and are used for accessing a network service. Furthermore a generic session is identified by a set of parameters derived directly from the data plane, or physical device interface, or control plane event or a combination of these. Each generic session is linked to a subscribers’ identity parameter set with the total constituting a generic subscriber session.
A session is created following a data or control plane event that fits a predetermined method – this can be termed as session initiation event classification. Such an event, for example, may be the reception of a particular packet that allows a network element to derive information needed for initiating a subscriber session. The session initiation and creation stage is generally coupled with the execution of some session initiation policies, authentication being one of them, which aim to assess the access rights based on identity parameters derived during session creation and the application of session policies as well as the commencement of accounting where applicable. Once a session is created, it is desirable to run policies aimed at monitoring for its continued existence and terminate the session when control or data plane events indicate that it is no longer needed, eg terminate the session after an session traffic volume quota is exceeded or an inactivity timeout is reached, or when the user has disconnected, etc.
During the time in which the session is active, it is desirable to be able to change the session state or some associated policy applied to it through either an external pull or push method. This may be as a result of a control or policy plane event, or both, and as such may be both due to some service provider events as well as direct actions by the subscriber. Examples of these are the expiry of a time or credit quota, or the activation of a “turbo button” service related to an application. 
The Session creation, traffic, monitoring and changes result effectively in sets of events for which a pre-determined action is to be taken – this is in effect what constitutes the subscriber session policy. This is further split into control policies, which deal with events from control protocols and processes associated with the session, and traffic policies.

Each session needs to have some means of being terminated, thereby removing the subscriber context, when appropriate. Such termination can be achieved through data and control plane actions.
Extending the generic session concept to the IP protocol yields the concept of an IP session that represents a subscriber’s IP traffic which is associated with a subscriber’s IP address parameters. IP Sessions are an abstraction for connections and resources managed at an IP level that represents the equivalent of a PPP session. This abstraction allows for policies to be applied to the session for this user.
A set of IP Edge device requirements can be derived based on the above arguments:

R-01 The IP Edge device MUST be capable to support IP subscriber sessions and MUST support traffic policies with configurable IP Flow
 classifiers, all in the context of the session.
In broadband environments, subscriber IP addresses may be assigned statically or dynamically via DHCP. The subscriber IP address plays an essential part in identifying the parameters of the IP session and the IP session creation stage needs thus to consider these assignment mechanisms. 
In the context of the TR-59 and WT-101 architectures, an IP session will be typically hosted on the BRAS or BNG, however this contribution is generally agnostic to these architectures and the term IP edge device is used in contrast to BNG and BRAS as a means of underlining this.
The generic session cycle can be decomposed into the following:

· Session Detection and Creation 
· Carrying out Session Policies (including authentication)
· Session Termination
Each of the above stages will be the subject of the following sections covering IP Sessions.
5.1 Session Detection 
This section deals with the mechanisms for detecting subscriber sessions, and is split into interface specific considerations followed by an IP session sub-section and a PPP session sub section. The PPP and IP specific functional requirements can be easily separated allowing operators flexibility in determining the applicable element requirements based on their planned use of an IP-only, PPP-only or mixed IP and PPP access mode architecture.
5.1.1 Interface and encapsulation types

The concept of a subscriber session is independent of the physical interface type used to handle that subscriber’s traffic, however it is clear that appropriate session detection mechanisms need to be supported on physical and logical interfaces connecting the IP edge device to the aggregation network. In particular it is envisaged that subscriber sessions traffic will be arriving on the IP edge device via an interface corresponding to reference point in the DSL aggregation network architecture. This is typically taken to be the V reference point in the TR-92 and TR-101 architectures, and a yet to be designated interface in the follow-on architecture. Thus, at a minimum, an IP edge device needs to support IP and where required PPP subscriber session detection on the following protocol stacks:

· IPo802.1ad
· PPPoEo802.1ad
· IPo802.1Q

· PPPoEo802.1Q

· IP over RFC2684 bridged

· IP over RFC2684 routed

· PPPoE over RFC2684 bridged

· PPPoA

Also, in order to deal with mixed protocol deployments, whereby a single subscriber may use both the PPPoE and IPoE protocols (eg PPPoE for internet access and IPoE for Set-Top-Box connectivity), it’s highly desirable for the IP edge node to support both protocols on a given interface.

5.1.2 IP Session Detection

Native IP does not have a tightly bound control protocol to signal the start of a session before the subscriber transmits data packets. Under certain conditions, e.g. where the IP edge  is acting as a DHCP relay/client, a forthcoming IP session is signaled in advance via associated protocol events, but these may not always be present eg when static IP addresses are used by the client.  It is thus useful to define events that can be treated as a “first signs of life” event for an IP session, and determine appropriate handling thereafter. It is important that the event used allows subsequent policies to be applied, eg the selection of the forwarding context.
The following events as observed at the IP edge device appear to be most useful in defining the “first sign of life”, or session start events of an IP session. They are also effectively the IP session classifiers: -

· A statically configured IP subscriber session
Subscribers that have static IP configurations bound to a logical interface and not shared with other subscribers can be represented through the static IP session corresponding to logical interface. This is typically the case when there is a 1:1 relationship between the logical interface and the subscriber.
· A DHCP DISCOVER or REQUEST received by the IP edge device. If the following conditions are met, this event can be the first sign of life for a new IP session: -

· The IP edge device acts as a DHCP relay, proxy or server for new IP address assignments

· Subscribers are configured for DHCP

· This represents the first DHCP request from the subscriber

· An IP packet is received by the IP Edge device from a source IP address that has no association to an established session
In the absence of a DHCP mechanism, a new IP session can be detected by the reception by the IP edge device of an IP packet with a subscriber source IP address for which the IP Edge device cannot relate it to a previously established session.
Use cases for the events and session creation following an authorization policy are presented in Appendix A.

Whenever not explicitly bound by configuration onto a dedicated logical interface, IP subscriber sessions should allow for session traffic to be received across one or more logical interfaces. This allows the operator to detach the session from the actual interface.

R-02 Configuration of permanent/static IP subscriber sessions on dedicated logical interfaces MUST be supported 
R-03 The IP Edge device MUST support subscriber IP session initiation following the reception of unique subscriber originated DHCP DISCOVERY (DHCP initiated) packet.

R-04  The IP Edge device MUST support subscriber IP session initiation following the reception of IP packets whose source IP address is not associated to already established sessions. 

R-05 The IP Edge device MUST support a per interface configuration of the IP session initiation event method including both the un-associated source IP and DHCP methods. The un-associated IP method MUST allow the configuration of an allowable IP (subnet) range. 
R-06 The IP Edge device MUST comply with requirements laid out in Section 5 of the DSL Forum TR-92 specification.

R-07 The IP Edge device MUST be able to create valid routing or forwarding table entries corresponding to the address associated with the IP session.

5.1.3 PPP Session detection

The mechanisms for detecting PPP sessions are well known and understood to be those featured in TR-92 and TR-101, primarily relying directly on the PPP and PPPoE protocol.

R-08 The IP Edge device MUST support PPP session detection and establishment as per section 4.4 of DSL Forum TR-92.
5.2 Session Policies
The life of a session is dictated by the data and control plane events affecting it which then trigger the execution of policies. This section covers the basic policy decisions that apply to a session along with highlighting requirements needed to be fulfilled by external interaction mechanisms.
Editorial Note: This section remains to be completed in more detail.
R-09 The IP Edge device MUST support the configuration and execution of per-session policies covering AAA, IP address assignment and Session Monitoring triggered by session control plane events
R-010 The IP Edge device MUST support the configuration and execution of IP traffic policies within the context of the session.
5.2.1 Session Authentication, Authorization and Accounting (AAA)
Session AAA policy decisions can make use of a variety and combinations of post session detection mechanisms in order to determine the identity and access rights of the subscriber as well as to potentially query for, or trigger the download of, the session parameters. 
The AAA process is typically handled via Radius AAA but should be extensible to other relevant protocols eg Diameter. 

IP sessions introduce some new challenges related to the fact that these sessions generally lack a means of obtaining user credentials and performing full authentication. This may actually be seen by some providers as desirable in cases where individual subscriber authentication is not required for a service that requires authorization only. In order to address the fuller picture, and define means for collecting subscriber credentials, an IP Session subscriber authentication model needs to be created. This is covered in Section 6.  
Service Providers choosing to offer services without full subscriber identity, e.g. through service authorization based on customer line-id, can use session identifier(s) derived directly from the packet that trigger the generic session. This, for an IP Session derives to using one or more of the following identifier policies:
1. DHCP Options contained in the DHCP discovery or ack packet (eg DHCP Option 82 Circuit-id and/or Remote-id or Option-60 Vendor class-id)
2. Source MAC address contained by the DHCP packet 
3. The packet’s source IP address

4. The packet’s incoming interface identifier, e.g. VCI/VPI.
In some cases the packet’s source MAC address may be a useful identifier, however given that it is not specific to IP packets, it’s best seen as a supplemental identifier to 1, 2 and 3 above. The source MAC address and an IP address associated with it are expected to be bound as part of security mechanisms defined in Section 5.7 of WT-101.
The existence of multiple identifiers that can characterize an IP session, and more importantly a subscriber, suggests that a means of expressing identity in a manner that is agnostic to the access method is desirable, eg a Global User ID (GUID). Such a GUID could then be used in AAA messaging alongside passing any other information, such as port-id, in other attributes as and when required to do so.
The use of DHCP for address assignment and session start event detection requires some special considerations:

- It’s necessary for the IP edge device to act as a full DHCP relay, proxy, or server.

- The IP edge device needs to monitor the DHCP negotiation process and be able to instantiate appropriate IP and arp forwarding entries once an address is assigned. Similarly, appropriate client MAC to DHCP address bindings should be instantiated as a security mechanism against session spoofing or hijacking and DoS attacks. This functionality is already defined in TR-92 and WT-101.
- In order to address the need for supporting different IP address assignment ranges, as commonly found in Layer 3 wholesale scenarios, the IP edge device needs to have a mechanism for assigning each DHCP initiated subscriber session to a DHCP address pool or directing the DHCP message to a specific DHCP server. Such DHCP handling may be dictated by subscriber profile information stored in a Radius back-end server.
- The IP edge device may need to retain stateful information regarding the DHCP lease, given that this is intrinsically linked to the state of the IP session. 

The presence of statically addressed IP subscribers also has some considerations in terms of the ability to create an IP session context. The IP edge device must be able to create the appropriate IP forwarding entries following authorization as well being able to create a binding between the IP address and the source MAC address following successful session authorization once again to prevent session spoofing or hijacking and DoS attacks.
During a session successful authentication and authorization the IP edge device should have the ability to retrieve the subscriber session policies, also extending to IP Flow classifiers. 
In contrast, traffic associated with IP sessions that have failed to be successfully authenticated authorized should be handled by the IP edge device according to a default policy or network service. Sessions that have been detected but have failed to be authenticated within a given time period should be terminated – this can serve as a protection mechanism against flooding the IP edge device with bogus first sign of life events.
IP session traffic is expected to be accounted using well established start/interim/stop mechanisms conveying traffic sent/received on the session, and session duration. 

R-011 The IP Edge device MUST support  a configurable policy based mechanism for Radius Authorization of IP sessions

R-012 The IP Edge device MUST be able to terminate initiated sessions that have failed to be authenticated within a configurable time period.

R-013 The IP Edge device SHOULD be able to function as a full DHCP proxy

R-014 The IP Edge device MUST support the forwarding of the DHCP Discovery to a DHCP server returned from the Radius server as part of the AAA authentication/authorization.

R-015 The IP Edge device MUST support configurable identifiers, and should support combinations thereof used for IP session AAA from the following list:

· The DHCP Option 82 Circuit-id and/or Remote-id contained in the DHCP DISCOVERY packet 

· The DHCP Option 60 contained in the DHCP DISCOVERY packet 

· The Source MAC address of the DHCP DISCOVERY packet

· The packet’s source IP address

· The packet’s source MAC address

R-016 The IP Edge device MUST be able to trigger an authorization of an IP session based on the identifiers listed in R-18.

R-017 For DHCP initiated sessions, The IP Edge device MUST be capable of assigning to each such session an address coming from an address pool determined from parameters returned in a session authentication or authorization message. Alternatively, The IP Edge device MUST be capable of forwarding the DHCP request to a DHCP server indicated by parameters returned in the session authentication or authorization message

R-018 The IP Edge device SHOULD support assigning a Global User Identifier (GUID) for a session and using it in Authentication and Authorization messaging. This GUID is to persist for the duration of the session and be available for referencing by external systems.

R-019 The IP Edge device SHOULD support a method for retrieving IP flow classifiers from an AAA repository and use them in a traffic policy applied to a session during authentication/authorization 

R-020 The IP Edge device MUST support IP and PPP session Radius start stop and interim accounting (as per R-5-15, R-5-16 of DSL Forum TR-92)

5.2.2 Session Grouping

It is desirable to have a mechanism for grouping subscriber sessions logically linked to each other into a group which would represent the overall traffic delivered to this logical group, and thus be able to apply a common set of policies to it. This would typically be the case if say a single subscriber access line had several IP hosts connected to it (eg via a Layer 2 RG), each host represented by an IP session, yet all these sessions bound together logically by the access line logical grouping.
The ability to group such sessions falls principally into two categories:

A) those where all of the session traffic is presented on the IP Edge via a common logical interface that corresponds directly to an access line, eg a 1:1 VLAN. In this case the logical interface provides naturally the session group construct.
B) those where multiple sessions from multiple subscriber access lines are presented over a shared logical interface, eg a N:1 VLAN. In this case the sessions can be grouped according to their access-line circuit-id parameter passed in a DHCP Option-82 or a PPP Tag
Combinations of a) and b) may also exist.

Given the two categories, the following requirements are derived from this notion
R-021 The IP Edge device MUST support the logical grouping of sessions based on DHCP Option-82 Circuit-id and/or PPPoE circuit-id tag.

R-022 The IP Edge device MUST support the application of session control and data plane policies on the session group construct.

Editorial note: Session grouping concept to be explored further. The existing text is meant as an initial placeholder.
5.2.3 Session Monitoring
The primary purpose of a session monitoring policy is to optimize the use of resources and provide an accurate picture of the state of a subscriber session. OAM functionality is not the main goal, and the tools should be seen only as a potential addition to the OAM functionality of the transport network.

Once again, given that IP does not have a universal tightly bound control-protocol that is able to monitor for the continued existence of the sessions, i.e. perform a session health-check or keep alive, some mechanisms to fill this role need to be proposed.  
Such mechanisms are also useful for ensuring that IP sessions are terminated as soon as possible in cases where a session health check fails.  This not only helps to conserve IP edge device resources, but is also a useful defense against spoofing attacks as it reduces the window of opportunity for the attack.
Ideally a health-check packet mechanism should fulfill the following requirements:

1. It must be widely supported on RGs and/or end user hosts

2. It should not be solely dependent on the method used to detect or initiate the session.
3. It should be independent of  the user IP addressing method (static or dynamic)
4. It should be independent of the transport protocol or topology (eg ATM or Ethernet).
5. It should be able to tolerate limited packet loss

6. It should provide for operator configurable check granularity, ranging from seconds to minutes (or longer). 

7. It should be possible to trigger the method on demand.

8. Any intermediate devices between the IP edge node and the target subscriber should be able to pass the packets.

The mechanisms that match many of the criteria above fall into three categories, and may be combined together.

· Monitoring the regular user traffic on the session and operating associated idle timers 
· Using active protocols as session health check mechanisms
· Using link layer status information and OAM mechanisms.
Irrespective of the session monitoring message scheme adopted, after a pre-determined keep-alive message count is reached, with no response from the subscriber, an IP edge device should generate a session failure event for the session.  A defined policy can then be executed to handle this failure notification by, for example, destroying the session or deactivating all services for the session.

When IP edge device sends keep alive request and receives its peer’s response, there should be two timers set on the IP edge device. One timer is for sending the request, whilst the other one is for receiving the response. The process could be illustrated as below:
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Figure- Major flow of request-response health check mechanism

In figure-, Timer1 represents the timer of sending keep alive requests. After each Timer1 timeout, the IP edge device sends a keep alive request. Timer2 represents the timer of waiting for the response for the client. If the expected response is received before timer2 timeout, the IP edge device deems the client is online. If the expected response is not received before timer2 timeout, the IP edge device deems the client is offline and generates an appropriate event. To avoid misjudgement of the user status caused by packet loss, the IP edge should retry several times before deeming the user is offline. E.g. in figure-1 the IP edge terminates the IP session after missing the response for three times.

Although the two timers could be simplified as one, two timers are preferred and provide more flexible applications. The timeouts for timer2 should be short so as to be accurate to the best of its ability on the user’s offline time while takes in to account the delay of the network. The timeouts for time1 should be relatively long in order to reduce the network and the devices burden especially in the case that the IP edge device faces quite a lot of users, whilst satisfying the acceptable error of a client’s offline time.

Accordingly, the following requirements can be put forward:
R-023 The frequency of sending keep alive messages SHOULD be configurable on a per session basis.
R-024 The expected successful keep alive response timeout and count SHOULD be configurable on a per session basis.

R-025 After the IP edge device failed to receive keep alive response consecutively for pre-determined times, it SHOULD trigger a policy event and MUST be capable by default of terminating the session.

5.2.3.1 ARP Keepalive
In architectures like TR-59 and TR-101 where a subscriber is connected to an IP edge node via a Layer 2 network, an ARP protocol ping function is appropriate whereby the ARP request is sent via unicast towards the subscriber’s IP and MAC address a configurable number of times. If the subscriber is connected across a routed Layer 3 network, an ICMP ping can be sent from the IP Edge device towards the subscriber’s IP address, provided that ICMP filtering rules on any intermediate devices do not impede the delivery of such messages.  

The ARP ping mechanism fulfills all requirements with the exception of requirement 4 without inherent security risks provided that Layer 2 security mechanism as defined in TR-101 are deployed. In the context of use in a network aggregating DSL subscribers alongside IP Sessions hosted on an IP Edge device, the ARP Ping functionality is clearly only applicable when the IP Edge (BNG) device has direct ethernet Layer 2 connectivity with the ping target. This is expected to be the case in the following TR-101 UNI variants:

· Any IPoE access including VDSL 2 with native ethernet packet transport mode

· IPoEoA (RFC2684)

The ARP ping mechanism uses unicast ARP request messages constructed in the following way:

The ARP Request uses the IP edge device MAC address as the source and the IP host’s MAC address as the destination. IP edge device sets the following fields – 
 
	ar$sha
	Own MAC address

	ar$tha
	0

	ar$tpa
	IP address of the IP host

	ar$spa
	Own IP address or the IP Edge interface address facing the IP host



Note: The IP host’s MAC address and IP address should be obtained from the previously referred ARP table of IP edge device.
 
If a valid ARP Reply is received, the MAC address in the sender hardware address field (ar$sha) in the ARP Reply is matched against the destination MAC address in the ARP request, and the IPv4 address in the sender protocol address field (ar$spa) of the ARP Reply is matched against the target protocol address field (ar$tpa) in the ARP Request.  If a match is found, and the ARP Reply is received in the expected period, the ARP Reply is considered as a successful keep alive response.
 
Given the wide availability of the ARP stacks, along with its simplicity, the ARP ping mechanism should be a basic one supported for the purpose of session monitoring

R-026 The IP Edge device SHOULD support an operator configurable ARP ping session keepalive mechanism for active monitoring of an IP host associated with the session

5.2.3.2 BFD Protocol Keepalive
An enhanced session monitoring mechanism can make use of Bidirectional Forwarding Detection over IP/UDP protocol providing failure detection on a path between BNG and the remote IP device. BFD over IP has the following attractive properties: 

· It does not depend on VLAN architecture and is generally transparent to the link layer protocols.

· Variable granularity (time between successive ping packets) is part of the BFD protocol; it can be configured dynamically and adjusted based on traffic pattern.

· If desired, periodic polls in one or both directions can be disabled with polling becoming purely event driven (Demand mode).

· If the remote IP device is not interested in monitoring connectivity, BFD Echo function allows only one side to keep the state of the BFD session. The processing on the remote peer is limited to turning BFD Echo packets around which could be implemented in the Forwarding plane.

· BFD is designed for high-pace keepalive messages and exhibits good scaling properties.

· BFD can operate in the context of both IPv4 and IPv6 sessions.

· BFD supports optional authentication that can provide protection from DOS attacks.

· BFD is independent from DHCP, so the solution applies to other situations (e.g. business-DSL with a static-IP setting, or RIP-based setting, etc).

The BFD protocol stack is not likely to be commonly found on end hosts other than upgraded Layer 3 CPEs, Layer 3 RGs or STBs, and thus its applicability for session monitoring is somewhat restricted and is thus seen as an additional mechanism to the basic one offered by ARP ping. This subsection presents BNG and RG/STB requirements relating to the use of BFD as a session keepalive
BNG Requirements

R-027 BNG MUST support the BFD protocol for IP Session Keepalive.  BFD implementation MUST be compliant with the BFD standard as described in the current IETF draft (draft-ietf-bfd-base-05.txt or updated versions).

Note that a normative reference to the BFD RFC will be added when it becomes available.

R-028 BNG MUST assume the Active role during BFD session initiation.

Note that the Active role is defined in section 6.1 of the BFD IETF draft (and to be included within the terminology section).

R-029 BNG MUST support BFD Demand mode and MUST designate it the preferred BFD operating mode for the purpose of signaling to RG during BFD session initiation. 

R-030 BNG MUST support BFD Asynchronous mode.

R-031 BNG SHOULD support the BFD echo function.  A BFD echo packet is a UDP-encapsulated IP packet with IP DA of a dedicated IP interface on the BNG and IP SA selected as specified in the IETF draft draft-ietf-bfd-v4v6-1hop-04.txt or updated versions. The payload of the echo packet is the discretion of the BNG since only the sending system ever processes the content. 

R-032 BNG MUST support either a periodic timer or an inactivity timer tracking incoming subscriber traffic for each IP Session. This timer will serve as a trigger for BFD polls in Demand mode.

R-033 If a BFD session fails to transition to the UP state, the parent IP session SHOULD be allowed to proceed.  As a fallback mechanism, the BNG SHOULD perform IP session monitoring based on upstream inactivity detection.

R-034 The BNG SHOULD be configurable to automatically disable BFD on a given IP session if the BFD session fails to transition to the UP state (e.g., if the RG doesn’t support BFD).

R-035 BNG MUST be able to set the DSCP bits of BFD packets to a configurable value indicating high priority.

R-036 BNG MUST be able to set the Ethernet Priority bits of BFD packets to a configurable value indicating high priority.

R-037 BFD session parameters (e.g., Enable/Disable, Mode, Control / Echo packet transmission intervals, connection failure definition) MUST be supplied to the parent IP Session from a profile or as part of Authorization data on BNG.

RG Requirements

R-038 RG MUST support the BFD protocol for IP Session Keepalive.  BFD implementation MUST be compliant with the BFD standard as described in the current IETF draft (draft-ietf-bfd-base-05.txt or updated versions).

R-039 RG MUST assume the Passive role during BFD session initiation.

R-040 RG MUST support BFD Demand mode and it MUST operate in this mode by default.

R-041 RG MUST support BFD Asynchronous mode.

R-042 RG SHOULD be able to process BFD echo packets in the data plane. A BFD echo packet is a UDP-encapsulated IP packet with IP DA of a dedicated IP interface on the BNG and IP SA selected as specified in the IETF draft draft-ietf-bfd-v4v6-1hop-04.txt or updated versions. The payload of the echo packet is the discretion of the BNG since only the sending system ever processes the content. 

R-043 RG MUST be able to set the DSCP bits of BFD packets to a configurable value indicating high priority.

R-044 RG MUST be able to set the Ethernet Priority bits of BFD packets to a configurable value indicating high priority.

R-045 The RG SHOULD respond to BNG initiated BFD polls using the same DSCP and Ethernet Priority values received in the packet.
R-046 The RG MUST install an IP filter restricting IP packets arriving on BFD UDP port to those originating on the BNG.

R-047 The BFD configuration on the RG MUST be configurable using TR-069 mechanism.

R-048 When using BFD Demand mode, the RG MUST run an inactivity timer based on the Detect Interval negotiated with BNG. 

R-049 The RG MUST enter DHCP Init state upon detecting that BFD transitioned into “Down” or “AdminDOWN” state.

5.2.4 Change of Policies for Sessions

In order to support certain types of network services, such as pre-paid services, or service selection portals, it is desirable to have mechanisms that can force a change of policy on an existing IP session. Such mechanisms are equally applicable to IP sessions as to PPP sessions. 
The IP edge device should provide an interface that would allow a minimum set of operations to be performed on a hosted IP session:

· Terminating an IP session

· Forcing an IP session re-authentication or reauthorization

· Changing the IP session’s service policy (eg a change of QoS, redirection, etc)
· Allowing an IP session status query
· Supporting both a Push and Pull Change Method.
The specification of the protocol that would allow the above operations to be performed is outside the scope of this document, but a recommended mapping to existing protocols is attempted. Several open standard protocols such as Radius, Diameter, or COPS could all allow such operations with the ideal protocol having a recommended set of characteristics so that:

· It is open standards based and capable of customization and future extensions 

· It’s able to disassociate the transport protocol from the carried information, i.e. it does not impose an informational model
· It is peer-peer.  
· Provides message level security for authentication, replay protection and message integrity

· Is stateless, or able to easily recover state (this improves scalability and resiliency).

· Provides for a clear way to address or reference session contexts.
· Supports external session queries, alongside queries for specific session characteristics, eg the remaining session volume quota, or the current session QoS profile. 

5.2.5 Traffic Policies for Sessions

Traffic policies determine the handling of traffic on an IP Session, and typically such policies correspond directly to the network service offered to the subscriber.  A simple policy could be to drop all traffic on un-authorized sessions and to forward all traffic on authorized sessions. As part of the set of traffic policies that can be applied to a subscriber session, an IP edge device should support the definition of more detailed traffic policies.
An IP Flow is defined through a traffic classifier and is used as the conditional element of a traffic policy activated on a session. The actions of the policy are intended for the sub-set of subscriber session traffic classified by the IP Flow. These actions are derived from the traffic actions supported by the IP Edge device, eg police, drop. A traffic policy could be activated/instantiated for a session based on the overall network service associated with the subscriber session, e.g. UDP packets to destination XYZ are to be policed to 64kbps.
Multiple subscriber sessions may share the same traffic policy definitions, however each such policy will be instantiated only in the context of its session, i.e. traffic policies are not aggregated across subscriber sessions that share an IP flow traffic classifier definition, or common actions.
5.2.5.1 IP Traffic Classifier
A traffic policy is constructed using the IP Flow as its condition match and a set of actions. The policy is applied in the context of the subscriber session either directly at session activation or dynamically following a subscriber or operator network service activation event, eg following the activation of a turbo button for some specific traffic category. IP Flow definitions are expected to be either predefined or downloaded to the IP Edge device from a repository during subscriber logon, network service activation, or both. The IP Flow parameter definition can be passed directly, or referenced to a named template.
A network element aiming to provide this functionality needs to support the definition of traffic classifiers allowing the use of one or more of the following 5-tuple traffic parameters:

1. The destination IP address
2. The source IP address
3. The IP transport protocol

4. The IP transport protocol destination port
5. The IP transport protocol source port
A situation may arise when multiple traffic policies are applied to a session, with one or more of the policies’ IP Flow classifier definitions overlapping each other. In order to deal with this it is desirable to have a method of organizing the traffic policies classifiers so as to resolve potential overlaps. This can be achieved using a simple priority scheme with traffic matching the highest priority policy.

R-050 The IP Edge device MUST be able to associate traffic policies to an IP Session.

R-051 The IP Flow classifiers of a traffic policy MUST be configurable and allow classification based on:

· The IP source address

· The IP destination address

· The IP transport protocol

· The IP transport protocol source and destination port numbers
R-052 The IP Edge device SHOULD support a priority mechanism for traffic policies applied to a session.

Although not part of the scope of this document, higher protocol layer traffic classifiers can be conceived, and used in a similar manner.

As with IP session accounting, it is desirable to have a means of accounting for traffic covered by an IP Flow.
R-053 The IP Edge device MUST support a traffic policy that permits accounting of an IP Flow
R-054 The IP Edge device SHOULD support dynamically activating or deactivating traffic policies using referenced IP flow definitions within the context of each session.

5.3 IP Session Termination

Just as there are several methods by which a new IP session is detected, an IP session must also be terminated. This may be triggered in one of the following ways: -

· DHCP Lease Expiry or DHCP RELEASE from client 

If DHCP is used to detect a new session, the session expiry may also be signaled by the DHCP lease expiry event.

· Session stop 
This is a command to terminate the session and may result from a volume or time quota expiry or the actions of an administrator, e.g. as a result of a subscriber instigated sign-off at the portal. The command could be either passed via CLI on the IP edge device, or externally from a AAA, PS or Application server.
· Termination of underlying construct
The termination or de-activation of an underlying construct, eg a link failure, should be able to trigger the termination of the sessions relying on this construct. 
6 IP Session Subscriber Authentication Model

A coherent model for authenticating subscribers on an IP Session needs to be derived and protocols, along with any protocol extensions required. Ideally such a model would allow a Service Provider to use the least number of mechanisms to accomplish the goal of identifying the subscriber on a node supporting IP Sessions.

Such an ideal model should support:

· Identification of directly connected subscribers

· Identification of indirectly connected.
· Bridged or Routed CPE

· Subscriber mobility
· Secure authentication
· Ease of management

· Good fit into SP operational practices

· Address Wholesale and Retail models
· Trusted and un-trusted network elements (e.g. managed and unmanaged CPEs) 
The mechanisms and protocols that appear to have merit for a more detailed analysis in determining the correct model for IP session subscriber authentication are:

· Captive portal user-login

· 802.1x

· DHCP Authentication (eg rfc3118)
· EAPoUDP
· PANA
· Radius Proxy.
7 Appendix A – Use Cases

This informative appendix details the use cases involving IP sessions and traffic policies. 
7.1 DHCP Dynamic IP Address Subscribers
The use-case describes a DHCP Discovery event based IP session creation. 
In this use case, the built-in mechanism of line-identification (DHCP option 82) allows linking a physical line with an authentication decision. 
As a trustable device the Access Node acts as a L2 DHCP Relay and inserts the Line Information (e.g. Circuit-id and/or Remote-id) in DHCP option 82. The IP Edge initiates an authentication request to the AAA Server with this Line information. In case the AAA Server doesn’t support authenticating via precise Line information parameter, the IP Edge could use the DHCP derived information along with a local rule to dynamically create a username/password for use in the authentication request. 
With Option 82, only Line information can be identified. In the scenario of triple-play for residential subscribers, DHCP option 60 “Vendor Class Identifier” can be used as an auxiliary means to identify various user devices behind the same line or L2 CPE.

In fact, this method will merely give an authorization to a subscriber based on the line it comes from. If multiple subscribers exist behind this line or nomadic scenario is required, an additional mechanism (allowing an exchange of credentials) is needed for location-independent subscriber authentication.
The DHCP process is shown and described for ease of understanding with an external DHCP Server, but it is well understood that the IP Edge could act as the DHCP Server, and as such remove the need for external DHCP Servers in the network. 
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Figure 1 - Dynamic DHCP based IP session creation and authorization
1. The User PC or CPE sends a DHCP Discover message
2. The Access-Node inserts the DHCP Option 82 field into the DHCP Discover message and forwards the message in the upstream direction to the IP edge
3. The IP edge device detects that the DHCP Discover represents a new user sessions and creates an IP session context for this user (without knowing the IP address of the User). 

4. The IP edge device sends the Radius access request message to the Radius server.
a. The RADIUS access-request message could contain in the username field the information derived from DHCP option 82 (for example, agent-circuit-id, or agent-remote-id, or source MAC address, or a combination there-of). The IP Edge may use a local rule to derive a Radius username/password dynamically (e.g. in case the RADIUS server doesn’t support authenticating via Line information).
5. Following a successful authorization on a Radius database, the Radius server responds to the IP edge device with an access-accept message, and passes any relevant service parameters for this subscriber IP session.

{Radius Access Request}

6. The IP edge device receives the access-accept message. The IP session is authorized, with session accounting commencing. The user service policy is applied to the IP session. 
7. The IP Edge forwards the DHCP-Discovery message to the DHCP server. 
a. The IP Edge can include AAA-related RADIUS attributes in the DHCP message [RFC 4014] if desired.
8. The DHCP server, receives the message and upon finding the IP address scope, responds with a DHCP Offer to the IP edge device relay/proxy.
9. The IP edge device receives the DHCP Offer message, and relays it to the DHCP client. The IP edge device associates the offered IP address to the session 
a. Depending on if the IP Edge acts as a DHCP Relay or a DHCP proxy, it might change the DHCP Offer packet before it is forwarded to the DHCP Client.
10. The client receives the DHCP Offer, and if acceptable, replies with a DHCP request message (possibly directly to the DHCP server)
11. The DHCP server replies to the request with a DHCP Ack and sends it to the IP edge device or client.
12. The client receives the ack and full DHCP assignment is completed.
Alternative Flows

A1. Unsuccessful authorization from Radius server

1. At {Radius Access Request} if the Radius server fails to authorize the request it responds to the IP edge device with an Access-reject message. The IP edge device then proceeds with any locally configured policy for handling access rejection.

2. If configured for Radius authentication/authorization failure accounting, the IP Edge gateway sends a Radius Stop record for the session. The use-case ends.

7.2 Static IP Address Subscribers 
Two scenarios can be discerned when dealing with static IP subscribers

7.2.1 Static IP Address via DHCP

This scenario involves the dynamic assignment through DHCP of a fixed and pre-determined IP address for the subscriber. The same functionality and provisioning model as for the Dynamic DHCP assigned IP address Session (Section 7.1) can be used, and as such no different requirement is needed here.

7.2.2 Static IP address for fixed IP client configuration
In the case of a statically configured IP address on the client the IP Edge should be capable of sending pre-configured IP Session information to the AAA Authentication and Accounting server at arrival of the first data packet on the Static IP address Session. Alternatively, the act of configuring a static session by the network operator on the IP edge device could be seen as an implicit authorization.
Figure 2 shows a session creation process for unknown IP source address packets.
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Figure 2 - Unknown source IP session authorization and creation
1. The User PC or CPE sends an IP packet
2. The IP edge device receives the packet and detects that it’s a new user and creates an IP session context for this user (IP/MAC or both). 
3. The IP edge device sends a session Radius access request message.
{Radius Access Request}

4. Following a successful authorization on a Radius database, the Radius server responds to the IP edge device with an access-accept message, and passes any relevant service parameters for this subscriber IP session.

5. The IP edge device receives the access-accept message. The IP session is authorized, with session accounting commencing. The user service policy is applied to the IP session.
6. The user can commence sending traffic. 
Alternative Flows

A1. Unsuccessful authorization from Radius server

1. At {Radius Access Request} if the Radius server fails to find authorize the request it responds to the IP edge device with an Access-reject message. 
2. If configured for Radius authentication/authorization failure accounting, the IP Edge gateway sends a Radius Stop record for the session. The use-case ends.

7.3 DHCP Initiated IP Sessions Authorization and Accounting

This use case presents Radius or Diameter authorization and accounting of DHCP IP sessions in general. Details in this section focus on authorization and accounting only. The IP Edge acts as a DHCP relay, proxy or integrated DHCP server. The protocol for accounting messages may be RADIUS or DIAMETER. The sequence of steps is described below.
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An initial DHCP Discover sequence is used to initiate the session and starts the authorization request from the IP Edge to the AAA server. The IP Edge uses information derived from the DHCP message (eg option-82) in the AAA request. A successful authentication is returned, allowing the DHCP assignment process to continue. When the IP address is granted, the IP Edge notifies the accounting server regarding the start of an IP session. Later, when the IP Edge detects that the user has disconnected the accounting events (ACR/AAA) are used to inform the accounting server of the information related to the use of that IP address.
7.4 DHCP Initiated IP Sessions Accounting

This use case presents simple accounting only of DHCP IP sessions without external authorization – it’s assumed that if any authorization is being performed, it is a function of the DHCP component. The DHCP component could be integrated in the IP Edge device or a stand alone server. 
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An initial DHCP Discover sequence is used to initiate the session and relayed to the DHCP component. The DHCP address assignment proceeds as per standard DHCP behavior. On receiving a DHCP ACK the IP Edge uses information derived from the DHCP message (eg ciaddr IP address) in the accounting start request. Later, when the IP Edge detects that the user has disconnected an accounting stop message is sent.































� Section X describes the concept of session traffic policies using IP Flow classifiers 





�Editorial: Summary should probably be written once we further progress the document. Previous text is already in the intro.
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